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Excessive energy consumption is a major constraint in designing and deploying the next generation 
of supercomputers. Minimizing energy consumption of high performance computing and big data 
applications requires novel energy-conscious technologies (both hardware and software) at multiple 
layers from architecture, system support, and applications. In the past decade, we have witnessed 
the significant progress toward developing more energy-efficient hardware and facility infrastructure. 
However, the energy efficiency of software has not been improved much. One obstacle that hinders the 
exploration of green software technologies is the lack of tools and systems that can provide accurate, 
fine-grained, and real-time power and energy measurement for technology evaluation and verification. 
Marcher, a heterogeneous high performance computing infrastructure, is built to fill the gap by providing 
support to research in energy-aware high performance computing and big data analytics. The Marcher 
system is equipped with Intel Xeon CPUs, Intel Many Integrated Cores (Xeon Phi), Nvidia GPUs, power-
aware memory systems and hybrid storage with Hard Disk Drives (HDDs) and Solid State Disks (SSDs). It 
provides easy-to-use tools and interfaces for researchers to obtain decomposed and fine-grained power 
consumption data of these primary computing components. This paper presents the design of the 
Marcher system and demonstrates the usage of Marcher power measurement tools to obtain detailed 
power consumption data in various research projects.

© 2017 Elsevier Inc. All rights reserved.
1. Introduction

Excessive energy consumption is now a first-class constraint in 
designing and deploying the next generation of supercomputers. 
For example, the servers and data centers used about 2% of U.S. 
energy in 2011, which was almost equal to the annual energy us-
age of 7.7 million U.S. households [21]. In 2015, the average power 
consumption of the top 10 supercomputers was 8.2 MW, which 
costs about $8 million per year per system [23,24]. Tianhe-2, the 
most powerful supercomputer in 2015, consumes approximately 
17.8 MW of power [24] at peak performance, which corresponds 
to 95,000 metric tons of annual CO2 emissions [22]. As a result, 
energy efficiency has become a top concern for HPC systems.

In recent years, we have witnessed the great progress in pro-
ducing more energy-efficient hardware, e.g., low power CPUs, Intel 
Many Integrated Cores (Xeon Phi), GPGPUs, and Solid State Disks 
(SSDs). However, the energy efficiency of software running on high 
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performance computing (HPC) platforms was not improved much 
due to the lack of systems and tools that can provide accurate 
power consumption data of all major components including CPUs, 
DRAMs, disks, accelerators and coprocessors. Direct fine-grained 
power measurements are necessary to identify energy inefficien-
cies and bottlenecks in software, and evaluate the impact of dif-
ferent software designs and optimizations on performance and en-
ergy. Although many exiting HPC systems can measure power at 
the system or rack level, very few enable power measurement at 
the granularity level that can provide valuable information in im-
proving code energy efficiency. This problem must be addressed 
as the software complexity grows rapidly with the increased hard-
ware heterogeneity and the emergence of big data.

The Marcher system is built to explore the urgently needed 
technologies and system support for energy-aware high perfor-
mance computing and big data analytics. It has the following 
unique features: 1) It provides users with comprehensive and de-
tailed performance and power profiles for computer systems, com-
ponents, and accelerators/coprocessors to aid the research in en-
ergy efficient software and system design. 2) It is equipped with 
modern CPUs, DRAMs, GPGPUs, Xeon Phis, and Solid State Disks 
(SSDs) to support a wide range of mainstream parallel program-
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ming models (e.g. OpenMP, OpenCL, CUDA, MPI, and Map-Reduce), 
big data and deep learning frameworks (e.g. Hadoop, Spark, Caffe), 
and more than 20 programming languages. 3) It is established at 
two physical sites – Texas State University and Clemson Univer-
sity. The Texas State site focuses on supporting HPC applications 
and deep learning frameworks while the Clemson site focuses on 
supporting big data applications using Hadoop, Spark and Map-
Reduce. 4) It makes power profiling as a service by providing 
easy-to-use interfaces (web interface and ssh command line inter-
face) for programmers to obtain detailed power consumption data 
of their software.

This paper makes the following contributions: 1) It presents the 
design details of building a heterogeneous power measurable high 
performance computing system, which provides useful information 
to other researchers on designing and deploying similar systems 
at large scale; 2) It presents numerous case studies to demon-
strate how researchers can leverage the Marcher system to support 
energy-aware HPC and big data analytics.

The rest of the paper is organized as follows. Section 2 presents 
related work in building power measurable systems. Section 3
presents the framework, interfaces, and design details of the 
Marcher system. Section 4 provides exemplary case studies on ob-
taining the power consumption data of HPC and deep learning 
applications on the Marcher systems located at the Texas State site. 
Section 5 provides exemplary case studies on obtaining the power 
consumption data of Map-Reduce applications on the Marcher sys-
tem located at the Clemson site. Finally, Section 6 summarizes our 
current work and draws conclusions.

2. Related work

Physical power measurement, the best way for obtaining the 
first-hand power data for real systems and components, has been 
either coarse-grained or intrusive. Node, rack, and building level 
power are usually obtained with meters sitting between the com-
puter’s AC power lines and wall outlets [9], power panels on the 
power distribution units [10], or power sensors on chassis and 
sockets [11]. These devices report readings with intervals at sec-
onds to minutes, lacking the fine granularity in both temporal 
and physical spaces for energy optimization. For fine-grained com-
ponent level power measurement, most existing work intrusively 
inserts precision resistors into the DC power lines and measures 
the voltage drop on the resistors for power derivation [12]. How-
ever, intrusive measurement is not practical for blade systems or 
large scale systems consisting of hundreds of nodes or more. In-
stead of physically measuring power, software-based estimation 
uses performance data to infer power. OS-reported CPU utiliza-
tion is widely used to estimate system and processor power [13]. 
However, as [13] points out, CPU utilization doesn’t accurately ac-
count for power consumption for many situations. Hardware per-
formance monitoring counters (PMCs) are also used to estimate 
power of single systems and components including processors, 
memory and cache.

Numerous resource monitoring and analytic solutions exist for 
Hadoop. Ganglia [1] is a tool for high level monitoring of Hadoop 
cluster utilization; LinkedIn’s White Elephant [3] is a Hadoop log 
aggregator and dashboard which enables visualization of Hadoop 
cluster utilization across users; the Star Fish [4] provides the 
Hadoop jobs summary as well as lets users configure different 
Hadoop parameters like the number of mapper/reducers etc. Al-
though these tools provide different levels of monitoring and anal-
ysis capabilities, they do not provide plug-ability and extensibility 
to capture and analyze data beyond system. Meanwhile, many at-
tempts have been made to aggregate power usage statistics of large 
scale computing cluster under different workload patterns [5]. The 
analysis on the Online Data-Intensive (OLDI) services workload [7]

can help evaluate the possible solutions to the power manage-
ment. The work in [8] characterizes the energy efficiency of various 
workloads in Hadoop.

Several existing studies investigate energy-saving mechanisms 
for high performance computing and big data applications. For ex-
ample, Leverich et al. [15] show that running Hadoop cluster with 
a covering subset of nodes and powering off the others can save 
energy with performance tradeoffs. On the other hand, Lang et al. 
[16] observe that using all available nodes for workload execution 
can benefit both performance and energy for certain applications. 
Dynamic voltage and frequency scaling (DVFS) is used in multi-
tier server architectures for power management [6]. Recently, we 
demonstrate that combining DVFS with a right number of nodes 
based on workload characteristics can achieve higher energy effi-
ciency [17]. Other power management mechanisms include data 
placement [20], virtual machine placement [18], and data com-
pression [19]. Unfortunately, these studies do not provide detailed 
and comprehensive energy analysis for others to understand the 
energy requirements and bottlenecks. Therefore, it is highly de-
sirable to have a system that can provide decomposed and fine-
grained power measurement for analyzing the energy efficiency 
of a variety of applications. The Marcher system is designed and 
deployed to fulfill this research need by providing detailed and 
easy-to-use power profiling service.

3. Marcher system design and configurations

3.1. System framework

The goals of the Marcher system are to measure the power of 
different components of a computer, such as CPUs, DRAMs, disks, 
accelerators and coprocessors, and to support the energy efficiency 
research and education on a variety of programming practices. To 
achieve these goals, the marcher system is designed with three lay-
ers, as depicted in Fig. 1, which integrate power measurement and 
analysis with various hardware components and software develop-
ment.

The top layer is the programming layer. It is the interface of the 
Marcher system to the users, i.e. researchers and developers. The 
users can access the system via Web or SSH. It supports a range of 
widely used programming languages and most parallel program-
ming models. The users develop and execute their programs as 
well as retrieve the power data by running their programs at this 
layer.

The middle layer is the power profiling layer, where the raw 
power data is processed. It collects the raw power data from the 
hardware components of the computing nodes in the Marcher 
cluster. Then, the power data is stored for each running job and 
each user. This layer also processes the raw power data to obtain 
the sketchy power and performance information of each running 
job.

The bottom layer is the hardware layer made of computing 
components and power sensors. The power sensors measure the 
energy consumption of the computing components. Some com-
puting components have built-in power sensors, such as CPU and 
accelerators. External power sensors are developed to measure the 
energy consumption of the computing components that do not 
have built-in sensors.

3.2. The programming layer

The programming layer is the interface between the users and 
the Marcher systems. It provides two main functions.

The first is to provide a rich set of programming capabilities to 
the users. The Marcher system supports more than twenty popular 
programming languages, such as C, C++, Lisp, Ada, Java, Python, 
PHP, Perl, Javascript, C#, Erlang, Fortran, Ruby, CUDA, Haskell, 
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Fig. 1. The overall design of the Marcher system.

Fig. 2. The web programming interface – code submission.
Objective-C, Xeon Phi and so on. It also supports different kinds 
of parallel programming: multi-core, many-core, and multi-node. 
The users can run their programs with OpenMP, OpenCL, MPI, and 
Map-Reduce.

The second is to provide the development environment to allow 
users to compile and submit their programs. The system provides 

two interfaces, Web and SSH, to accommodate different devel-
opment needs. The web interface is illustrated in Fig. 2, where 
the users can directly create, edit, compile, submit and save their 
codes in the cloud via a web browser. The users can select differ-
ent programming languages, set different compilation and building 
options, review recently submitted code, and learn from example 
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Fig. 3. The web programming interface – energy results.
code. Once the execution of the submitted code is completed, the 
web interface will display textual and graphical results on per-
formance and decomposed energy consumption to the users for 
analysis as illustrated in Fig. 3. The users can further compare 
the results with other submitted programs and download detailed 
power data. The users with zero background on power measure-
ment can get immediate feedback on the energy consumption of 
their code from anywhere with a network connection at any time. 
The SSH interface provides the traditional command line access. It 
better suits larger and complex software development, where, for 
instance, the software has many source code files, needs dedicated 
libraries, or has to be custom built.

A program submitted via either interface is placed in a job 
queue for execution in the backend cluster. Each program is sched-
uled and executed as a job by the scheduler in the system. When 
the execution of the program completes, the data of the program’s 
energy consumption will be ready for download immediately.

3.3. The power profiling and data processing layer

This layer is responsible for controlling the power measure-
ment, data processing and storage. The power measurement needs 
to be synchronized with the program execution. Because the pro-
grams are placed in a job queue, the timing of their executions is 
not known in advance. Therefore, we cannot simply keep power 
sensors measuring energy consumption. Rather, we need to start 
the measurement only when a program’s execution starts and stop 
the measurement when the program stops. In this way, we can ac-
curately measure the actual energy consumed by a program during 
its execution. To synchronize power sensors with program exe-
cution, we modified the job scheduler to be able to start power 
sensors when a program is dispatched from the job queue for 
execution, and then stop power sensors when the program com-
pletes. Fig. 4 illustrates the workflow of the job scheduling and 
power profiling. In addition to power data, our framework sup-
ports the collection and analysis of system and job data via plugins 
described in Table 1.

Table 1
Supported collector plugins.

Plugin Description

sarCollector Collects system activity data using Linux utility
powerGadgetCollector Collects processor and memory power usage data 

using Intel’s power gadget utility
mpowerCollector Collects wall power using PowerBench utility

Table 2
Data Processing flags.

Flag Description

-d <path> Specify path to the central repository for storing data.
-l <level> Specify the level in the cluster hierarchy. Levels can be 

“cluster”, “rack”, “server”, “package” or “cpucore”.
-i <node > Used to extract resource data specific to a compute node in 

the hierarchy.
-r A flag to extract data for all the nodes in the subtree 

recursively. Used in conjunction with -l or -i options.
-s A flag to extract only resource usage summary.

Data processing includes data filtering, formatting, reorganizing, 
and integrating into a common format. It consists of two compo-
nents: Data Processing server and Data Processing client. The client 
is defined by the end user intending to use the framework. The 
client invokes Data Processor API using a set of flags. It presently 
supports the list of flags shown in Table 2.

Upon invocation by the client with a series of flags as described 
above, the Data Processing server first organizes the data in a way 
that mimics cluster hierarchy and associates resource usage data 
with the right level within the hierarchy. An example of data orga-
nization is shown in Fig. 5.

The Data Processing server loads parser plugins and calls the 
“parse” plugin API with the file path to the central repository lo-
cation where resource usage data is stored. The parser plugins 
identify the files to be parsed via file extension. Upon parsing the 
file, the parser returns the data indexed by the time at which a 
particular data item was recorded. It also provides the data con-
text, which helps Data Processing identify the level in the hierarchy 
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Fig. 4. The workflow of job scheduling and power profiling.

Fig. 5. Cluster configuration file format for configuring a Hadoop cluster.
with which the data is associated. Finally, depending on the data 
selection flags, it navigates the already organized data and extracts 
those interesting to the data client and exports them in the CSV 
format.

3.4. The hardware layer

The hardware layer includes computer systems with power 
measurement capabilities. It mainly includes two kinds of hard-
ware components: computing components, and power sensors. 
A unique feature of the Marcher system is that it can obtain de-
composed energy consumption data of all major computing com-
ponents.

The Marcher system has 10–15 nodes (on each site) that are 
connected via a 10 Gbps Ethernet. Each node is a heterogeneous 
system composed of a range of computing hardware. Each node in 

the cluster has two Intel Xeon multi-core processors that support 
hyper-threading, 32 GB DDR3 DRAM, one Nvidia K20 GPU, one In-
tel Xeon Phi 5110p, one 160 GB Solid State Disk, and one 1 TB 
Hard Drive Disk.

3.5. Power sensors

In order to obtain decomposed power consumption from dif-
ferent components, we developed a hardware- and software-based 
tool. Fig. 6(a) shows the built-in hardware power sensors available 
on components (dashed boxes) with which our software interfaces 
and external power sensors (solid boxes) are deployed to collect 
the power data that measure each computing component individ-
ually. The software-based measurement tool also inferences power 
from system and component activities. In this way, all programs 
have decomposed energy consumption data for analysis later.
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Fig. 6. (a) The integration of power sensors; (b) The Power Data Acquisition Card (PODAC).
Built-in power sensors:
To reduce the cost and time of designing and manufacturing ex-

ternal power sensors, we leverage the built-in power sensors pro-
vided by some of the computing components. These power sensors 
are available for CPUs, GPUs and Xeon Phis, which are accessed via 
the Intel RAPL interface, the NVIDIA Management Library (NVML) 
interface, and the Intel MICAccessAPI respectively.

External power sensors:
For the computing components that do not have built-in sen-

sors (e.g. disk drives), we developed the external power sensors 
called Power Data Acquisition Cards (PODAC) as illustrated in 
Fig. 4(b). The external sensors are composed of two parts: a set of 
in-line sensor cards and a power data acquisition card. The in-line 
sensor cards are wired between the power source and the comput-
ing components. The internal of each node in the Marcher system 
has several standard power connectors, including ATX 24-pin con-
nector, EPS 8-pin connector, and Peripheral 4-pin connector. These 
connectors provide power to the computing components on all 
pins that have 12 V, 5 V or 3.3 V. Rather than cutting wires that 
connect to these power pins, we designed a specific in-line sensor 
card for each of these connectors for easy use. When connecting 
these sensors, the power connectors are plugged into the sockets 
on the sensor cards. Then, the extension power cables connect the 
sensor cards to the computing components. On the sensor cards, 
we use shunt resisters to measure the current going through the 
power pins. The resisters are carefully chosen so that (1) the accu-
racy of their resistance is 1%, (2) they at most induce 1% voltage 
drop on the power supply at the maximum current, and (3) their 
power ratings can tolerate the maximum current.

The power data acquisition card collects the power measure-
ment from all in-line sensor cards. The power data acquisition 
card has a PIC24E microcontroller. We developed the firmware on 
the microcontroller to use the in-chip ADCs to sample and convert 
measured power signals to data at a maximum rate of 200 sam-
ples per second per channel. Each ADC channel is connected to 
one in-line power sensor, which is wired to one power pin. There-
fore, we can measure up to 32 power pins. The precision of the 
sampled data from each ADC channel is 10-bit. In addition, the 
microcontroller has one USB interface and one Ethernet interface. 
We developed the corresponding drivers to use these two inter-
faces to transfer the power data to the host. In addition to getting 
data from the two interfaces, we developed a card control client in 
the host via which the system administrator can issue commands 
to change the operations inside the power data acquisition card.

4. Case studies: power profiling for HPC applications

In this section, we demonstrate three case studies that use the 
Texas State Site of Marcher System to obtain power consumption 
information of HPC and deep learning applications.

4.1. Background

HPC applications consume a large amount of energy because 
they typically run on multiple computing nodes and likely offload 
some of the computation-intensive tasks to high power accelera-
tors (e.g. GPU or Xeon Phi) for accelerated execution. In order to 
reduce energy consumption, we need to obtain real-time and fine-
grained power measurements to identify energy inefficiencies and 
bottlenecks of HPC applications. There are two challenges for accu-
rate power measurements of HPC applications: 1) An appropriate 
sampling rate needs to be determined. A very high sampling rate 
may result in unacceptable overhead and degrade the performance 
of HPC applications. In addition, the space required to store the 
power data will increase significantly as well. On the other hand, 
a very low sampling rate may not capture the important energy 
inefficiencies of the HPC applications. We choose to use 50 sam-
ples per second as the tradeoff sampling rate. 2) To ensure the 
power data accuracy, programs must be executed in an “exclusive 
mode”. The Texas State site uses the Sun Grid Engine (SGE) sched-
uler to ensure each program is executed exclusively on a dedicated 
computing node. Users submit their programs via the qsub com-
mand to the system for execution. Single machine program can be 
submitted directly via the web interface (see case study 1). For 
MPI jobs running on multiple nodes, users need to apply for an 
account with the passwordless ssh capability and permission to 
control power meters of multiple nodes. An authorized user is able 
to submit their jobs via the qsub command. Once a job is submit-
ted to the SGE scheduler, it initiates the power profiling command, 
which controls all the built-in power sensors and PODAC to col-
lect, transfer, and store the measured power data on one or more 
computing nodes where the job gets dispatched.

4.2. Case study 1: power profiling for a Xeon Phi application

In this case study, we use the Single Source Shortest Paths 
(a.k.a. Dijkstra’s algorithm) [25] to illustrate the power data ob-
tained from the Xeon Phi coprocessor running on a single machine. 
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Fig. 7. The power trace of SSSP running on Intel Xeon Phi.
SSSP is a graph searching algorithm that returns the shortest dis-
tance between two chosen nodes of a graph. SSSP is a typical ex-
ample of an unbalanced workload. From Fig. 7, we can see a spike 
at the end of SSSP because the amount of parallelism available 
during the execution of SSSP varies with the number of neigh-
bors during each iteration. For each iteration, threads are created 
to compute the distance of each neighbor before moving on to an-
other node. The number of neighbors varies from node to node, so 
the amount of parallelism changes throughout the runtime of SSSP. 
Choosing different source nodes for SSSP will change the time 
when a high degree of parallelism occurs during execution. This 
is because the impact of choosing a different starting location will 
propagate through the graph thereby hitting those sections with a 
high degree of parallelism at different times. The SSSP implemen-
tation that we measure is parallelized using OpenMP and takes an 
input graph with 265,000 nodes and 733 edges. The main com-
putation is surrounded with a “parallel for” pragma, where each 
thread is assigned to execute one iteration (starting from an allo-
cated graph node). Thus each executing thread will have a different 
amount of computation to perform based on the number of neigh-
bors that each graph node has. Fig. 7 reveals the expected power 
fluctuation due to the unbalanced workload of the SSSP applica-
tions. In addition, it shows the impact of thread accounts (30, 60, 
120 and 240) on the performance and power consumption of the 
SSSP application.

4.3. Case study 2: power profiling for MPI benchmark applications

In this case study, we use two MPI2007 benchmark applications 
to illustrate the power data obtained from multiple computing 
nodes.

The GemsFDFD benchmark is a SPEC MPI2007 benchmark ap-
plication that solves the Maxwell equations in 3D in the time do-
main using the finite-difference time-domain (FDTD) method. The 
radar cross section (RCS) of a perfectly conducting (PEC) object 
is computed. GemsFDTD is a subset of the code GemsTD devel-
oped in the General ElectroMagnetic Solvers (GEMS) project. The 
MPI version of GemsFDTD is a subset of the Gems multiblock 
code, MBfrida, written by Anders Ålund and Martin Johansson. 

GemsFDTD divides the computational space into 3D blocks that 
are distributed across processors. Domain decomposition is done 
using MPI_DIMS_CREATE. Most inter-block communication uses 
MPI_SEND and MPI_RECV. The code has been modified to run at 
rank counts that show generally increasing performance. In every 
case, either 2 or 3 ranks are set aside for UPML computations; the 
remaining ranks are used for interior field updates. Fig. 8 shows 
that the GemsFDFD application is a computing-intensive applica-
tion. We observe that the CPU power trace of the 2nd Marcher 
node (Marcher 8) is almost identical to the 1st Marcher node 
(Marcher 7) with a short period of delays at the beginning, which 
is expected due to the overhead of MPI process communication 
and power profiling program initialization.

The wrf2 benchmark is a SPEC MPI2007 benchmark appli-
cation based on the Weather Research and Forecasting (WRF) 
Model, which is a next-generation mesoscale numerical weather 
prediction system designed to serve both operational forecasting 
and atmospheric research needs. WRF features multiple dynam-
ical cores, a 3-dimensional variational (3DVAR) data assimilation 
system, and a software architecture allowing for computational 
parallelism and system extensibility. The principal types of ex-
plicit communication include halo exchanges, periodic boundary 
updates, and parallel transposes. Most data is transferred using 
MPI_Send/MPI_Irecv calls, along with a number of broadcasts. The 
power trace shown in Fig. 9 correctly reflects the frequent DRAM 
accesses and various computation phases of the wrf2 bench-
mark.

Profiling the power trace of MPI programs is more complicated 
compared with profiling a program running on a single computing 
node. Users need to write a shell script that contains the program 
that need to be executed and gather power data from. Here we 
use the SPEC MPI2007 benchmark as an example. Suppose the 
SPEC benchmark is located on the directory name as “/mnt/tera-
byte/SPEC”. The GemsFDFD application and the wetefeswrf2 ap-
plication are numbered as 113 and 127 respectively in the SPEC 
MPI2007 benchmark. Users can follow the steps below to obtain 
the power consumption of the MPI benchmark applications.
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Fig. 8. The power trace of the GemsFDFD benchmark running on two Marcher nodes.

Fig. 9. The power trace of the wetefeswrf2 benchmark running on two Marcher nodes.
Step 1: Users need to apply for an account before they can sub-
mit an MPI job to Marcher.

Step 2: Users create the following script file, which takes the 
benchmark number as an input argument.

Qsub_script.sh <benchmark_number>
#!/bin/sh
## a simple mpi example
## submit with:
## $ qsub -pe mpi <slots> qsub_script.sh
# Export all environment variables
#$ -V
# Your job name
#$ -N qsub_SPEC
# Use current working directory
#$ -cwd

# Join stdout and stderr
#$ -j y

runspec --config intel-2 --define
hosts=$SPEC/hostfile --size=mtrain
--iterations=1 --ranks=$NSLOTS $1

Step 3: Users submit the script as a job to the SGE scheduler 
by running the qsub command:

> qsub -pe mpi 64 qsub_scrpit.sh 113
Your job 618 ("qsub_SPEC") has been submitted.

Step 4: Users can check the status of the submitted jobs by run-
ning the qstat command:
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>qstat

job-ID prior name user state submit/start at queue slots ja-task-ID
--------------------------------------------------------------------------------------------------

619 0.50500 qsub_SPEC r 04/17/2016 13:50:59 mpi_only@marcher7.cs.txstate.e 64

Step 5: Users can check the power results once the submitted
job is completed.

For the MPI2007 113 benchmark, the following files will be 
generated in the current working directory of the user account:

1. qsub_SPEC.o619: output of the MPI2007 113 benchmark
2. qsub_SPEC.po619: stderr and parallel output
3. marcher7_CPU-power.csv – This file contains the power of CPU 

and DRAM (Marcher 7 node)
4. marcher7_Disk-power.csv – This file contains the power of 

Disk (Marcher 7 node)
5. marcher8_CPU-power.csv – This file contains the power of CPU 

and DRAM (Marcher 8 node)
6. marcher8_Disk-power.csv – This file contains the power of 

Disk (Marcher 8 node)

4.4. Case study 3: power profiling for deep learning applications

A number of Marcher nodes at the Texas State site are reserved 
to support special purpose research projects, which require specific 
libraries and may not be submitted as a job to the SGE scheduler. 
In this case study, we illustrate one such project – power profiling 
for training the AlexNet [26] using the Convolutional Architecture 
for Fast Feature Embedding (Caffe) framework [27]. We have pre-
sented more detailed research findings on evaluating the energy 
efficiency of deep convolutional neural networks in [30].

Recently, deep learning has attracted substantial attention be-
cause of its great success in commercial applications (e.g. image 
recognition, voice recognition, natural language processing, self-
driving car) and entertainment applications (e.g. AlphaGo [28]). 
There is no doubt that deep learning has played an active role in 
our daily lives and will have significant influence to human soci-
ety in the forthcoming future. However, deep learning algorithms 
need to be trained using excessive amount of data in order to 
achieve high accuracy, which consumes high energy. The research 
on developing energy-aware deep learning algorithms and train-
ing frameworks is still in its infancy. This case study demonstrates 
how Marcher system can help in this research endeavor.

Caffe is a well-known and widely used open source framework 
that was originally designed by the U.C. Berkeley Vision and Learn-
ing Center (BVLC) then co-designed by community contributors. 
Caffe supports both CPU code and CUDA code for GPU computa-
tion. It is designed with expressive architecture and supports open 
source math libraries to ensure high performance. AlexNet is the 
winning neural network model of ILSVRC2012 in classifying images 
[26]. It contains five convolutional layers and three fully-connected 
layers. Atlas is an automatically tuned linear algebra software li-
brary that accelerates the math computations.

To train AlexNet using Caffe, users need to write a script that 
contains the following information:

1) Correct path of the supporting library: If the current folder is 
/caffe, the execution tool path caffe/build/tools/caffe should be 
added to the script file.

2) Choose the execution option of Caffe.

Execution options:

train Train a specific neural network.
test Scores a trained model and output accuracy or loss.

Fig. 10. The power trace of AlexNet training on GPU (Caffe).

time Benchmarks model execution through timing to check 
system performance.

If select ‘time’ mode option, users need to define the number of 
iterations for training as well.

3) A model file which includes a specific neural network config-
uration and training configuration.

4) Select hardware to execute Caffe. Caffe supports both CPU and 
GPU modes. For multiple GPU systems, –gpu 0 or –gpu 1 or –
gpu 0 & 1 represents selecting different GPU to train or do the 
parallel training on multiple GPUs. The default training mode 
is on CPU (i.e. no is needed if training on CPU).

A sample script file is shown below:

#!/bash/train.sh
./caffe/build/tools/caffe time
--model=./imagenet_winners/alexnet.prototxt
--iterations=10 --gpu 0

After the script finishes running, the raw power data will be 
generated in the home directory as.csv files. Figs. 10 and 11 are 
power trace of GPU, CPU, and DRAM derived from the raw power 
data in.csv files, from which we can clearly see the power con-
sumed at different stages (forward and backward propagations) 
[29] of each iteration during the training process.

5. Case studies: power profiling for big data applications

5.1. Background

In order to deliver high performance, big data computing plat-
forms, such as Hadoop and Spark, need to efficiently manage and 
schedule the computation jobs. Most of Hadoop MapReduce jobs 
are divided into two phases: Map and Reduce, even though some 
jobs only contain either. Each reduce task further comprises three 
stages: Shuffle, Sort, and Reduce [2].
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Fig. 11. The power trace of AlexNet training on CPU (Caffe).

• Map: Each map task processes a key/value pair from the input 
data to generate a set of intermediate key/value pairs.

• Shuffle: Each reduce task is associated with a partition of key 
range generated by the Map tasks. During the shuffle stage, a 
reduce task selectively pulls the input data from the servers 
that maintain the outputs of the Map task based on the as-
signed keys.

• Sort: In this stage, reduce tasks are grouped into the key-value 
pairs based on the input keys.

• Reduce: The user-specific computation logic is executed and 
the final output of the job is produced.

Fig. 12 shows the power characteristics of the same type of 
Hadoop jobs but with different job configurations including input 
split size, the number of mappers, the number of reducers, shuffle 
bytes and reducer bytes written.

As we can see, the power characteristics varies significantly 
between one job configuration and another. One approach to un-
derstand the power characteristics of a Hadoop job would be cor-
relating the power characteristics with different Hadoop stages, 
such as map, shuffle, sort, reduce, and how each stage affects the 
power usage. Unfortunately with the variability, we can not gen-
eralize what we learn from analyzing one or a few jobs in detail. 
Hence we took the approach of statistically analyzing data for com-
binations of many different job configurations and finding out how 
power consumption of a Hadoop job correlates to its own config-
uration variables (input split size, number of mappers, number of 
reducers, shuffle bytes and output bytes per reducer).

In the next section, we demonstrate how to use the Marcher 
system to collect resource usage and statistically analyze Hadoop 
jobs.

5.2. Demonstration

We have two goals to fulfill through our demonstration. Firstly, 
we want to illustrate the relationship of power usage and job du-
ration with Hadoop job configuration variables, e.g. the number of 
mappers, the number of reducers, shuffle bytes read, etc. Secondly, 
we want to show how power budgeting affects these relationships. 
We use an experimental environment depicted in Fig. 13 as an ex-
ample. It has the following main components.

1. A server or cluster infrastructure running Hadoop.
2. Power measurement and management tools for collecting 

power usage data and caps.
3. Job client that reads Hadoop job commands and runs them as 

batch jobs using job execution module.
4. Job profiling that collects resource usage data for further anal-

ysis.

For our purposes, we generate a synthetic workload file with dif-
ferent combinations of input split size, number of mappers, shuffle 
bytes, number of reducers and bytes per reducer. From this work-
load file, we use SWIM framework [14] to generate a set of Hadoop 
Fig. 12. Variability of power in watts for Hadoop jobs in map, shuffle and reduce stages.
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Fig. 13. Experimental setup.

Fig. 14. Ivy Bridge high end server processor used for experiments.
jobs and write required number of input HDFS splits needed to run 
the Hadoop jobs.

Fig. 14 shows an example server infrastructure that Marcher 
supports. On such clusters, we can collect power usage at the CPU 
core level, package level and DRAM level with a modified ver-
sion of Intel’s power gadget software utility. This utility uses Intel’s 
Running Average Power Limit (RAPL) interface to manage and re-
port power usage for core, package and DRAM. We have extended 
the power gadget utility to cap power for packages and DRAMs.

We generate multiple job configurations using different combi-
nation of three Hadoop Job variables:

• Input Data Levels – 1 GB, 5 GB, and 12 GB.
• Shuffle Data Levels – 1 KB, 1 GB, 5 GB, and 10 GB.
• Output Data Levels – 1 KB, 1 GB, 5 GB, and 12 GB.

We get 48 (3 × 4 × 4) different configurations from all possible 
different combinations of above variables. We input these combi-
nations into SWIM framework which synthesizes Hadoop workload 
for each configuration.

In order to understand the relationship of power usage and job 
duration with Hadoop job variables, we run 48 different job config-
urations with different input split size settings. The different split 
size settings are: 32 MB, 64 MB, 128 MB, 256 MB and 512 MB. So 
in total there are 240 (48 × 5) Hadoop jobs.

All the Hadoop jobs are submitted via job execution module 
and the data are stored in a central location. Typical summary data 
generated for a Hadoop job shall have the fields as shown in Ta-
ble 3.

We combine the summary data for 240 different Hadoop jobs 
and run it through a multiple linear regression tool. We use num-
ber of mappers, input split size, shuffle bytes, number of reducers

Table 3
Summary data description for Hadoop job.

Field Description

Duration Duration of a Hadoop job derived from job start 
and end time recorded in Hadoop job history data.

Input Split Size Input split size used for the Hadoop job.
Number of Mappers Number of mappers used for Hadoop job. Derived 

from Hadoop job history data.
Shuffle Bytes Shuffle bytes for Hadoop job. Derived from Hadoop 

job history data.
Number of Reducers Number of reducers used for Hadoop job. Derived 

from Hadoop job history data.
Bytes per Reducer Number of output bytes written per reducer.
Average Power Average power consumed during the course of the 

Hadoop job.
Power Limit Processor package power limit imposed during a 

Hadoop job run.

Table 4
Average processor power correlation with Hadoop job 
variables.

Predictor Coefficient

bytesPerReducer −1.63636E−08
inputSplitSize −2.98074E−08
shuffleBytes 5.59742E−10
totalMaps 0.053611312
totalReduces 0.018089522
constant term 103.8966268

and bytes written per reducer as the input predictors and run 
regression analysis with duration and average power as outcome 
variables. Table 4 presents an example outcome of regression anal-
yses.
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5.3. Summary

As the need for large scale computing is increasing in today’s 
world, so are the concerns around power and energy consumption 
for these warehouse sized computing facilities. In this section we 
present a framework which lets users collect various kinds of re-
source usage data on a Hadoop cluster. The framework is platform 
independent and extensible to allow collection of various kinds of 
data. We use this framework to study the relationships between 
the Hadoop job variables (the number of mappers, the number of 
reducers, input split size, byte read, shuffle bytes and bytes per 
reducer) and the power characteristics of the job. We also study 
the effect of power capping on average power and job duration for 
Hadoop jobs.

We conclude that there is a correlation between average power, 
job duration and Hadoop job variables. With power capping the 
average power becomes less correlated with Hadoop job variables 
and more correlated with power limit imposed by power capping. 
We also notice an increase in job duration as the power limit is 
lowered.

6. Conclusions

This paper presents Marcher, a heterogeneous high performance 
computing system that provides support to research and develop-
ment in energy-aware high performance computing and big data 
analytics. The system provides easy-to-use interfaces for program-
mers to create and submit their programs and obtain decomposed 
energy consumption of their programs. The system is equipped 
with modern computing hardware and supports a wide range 
of programming languages and mainstream parallel programming 
models.

Research using this system is ongoing at Texas State University 
and Clemson University. Researchers have obtained insightful data 
into the energy consumption of HPC applications and big data ap-
plications via various case studies. Such data include a set of time-
stamped energy consumption of CPU, GPU, Xeon Phi, memory and 
hard disk drive of a submitted program on each computing node. 
The preliminary results validate the feasibility and effectiveness of 
using Marcher in facilitating energy-aware high performance com-
puting and big data analytics research.
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